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Abstract

Distributed large language model (LLM) systems rely on
compute-communication (CC) overlap to hide communication
overhead. However, scheduling compute and communication
concurrently and maximizing overlap opportunities do not
guarantee effective overlap. Resource contention can slow
concurrent operations, while communication that exceeds the
available computation time remains exposed on the critical
path. We study these limitations using end-to-end LLaMA 3
and Mixtral workloads on single-node H100 and H200 systems
and multi-node H100 systems, complemented by targeted
microbenchmarks. On a single node, concurrent execution
slows kernels by 20.4-55.8% relative to sequential execution,
substantially reducing the expected benefit of overlap. In
multi-node workloads, kernel slowdown can be modest, but
execution is still up to 2.00x slower than an ideal overlap
because communication often outlasts computation.

Our microbenchmarks trace these inefficiencies to inter-
actions across the hardware, runtime, and kernel layers. The
main contributors are contention for streaming multiprocessors
and memory bandwidth, limitations in launch ordering and
stream priorities, amplification of stragglers across ranks, and
communication kernels that rely heavily on polling. These
results show that future systems must optimize CC overlap
efficiency, not only overlap opportunity, through coordinated
runtime, kernel, and hardware support.

1. Introduction

Recent years have seen the widespread adoption of
deep learning across natural language processing, computer
vision, and scientific computing [1-3]. Guided by scaling
laws [4] that link model scale with performance, modern
large language models (LLMs) have grown rapidly in size
and complexity, reaching trillions of parameters [5-9]. This
growth makes distributed execution across multiple GPUs
and GPU servers essential, driving the development of
parallelization strategies including data [10, 11], tensor [5],
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Figure 1: Overview of how expected CC overlap can degrade
into re-serialization, kernel slowdown, and kernel imbalance
due to hardware-oblivious scheduling, hardware resource
contention, and inflexible kernel execution boundaries.

sequence [12], pipeline [13], and expert parallelism [14]. As
these strategies require tight coordination across devices,
inter-GPU communication can become a performance bot-
tleneck limiting overall system scalability [15-17].

To hide this communication overhead, modern dis-
tributed LLM systems, both training and inference, widely
adopt compute-communication (CC) overlap [7, 18, 19],
where communication is arranged to proceed concurrently
with computation. While common runtime implementations
exploit separate CUDA streams, recent approaches also
construct overlap through kernel fusion and other fine-
grained mechanisms. A substantial body of prior work
proposes optimizations at the kernel level [20, 21], system
level [17, 22-26], and hardware level [27] to maximize
overlap opportunities.

However, recent work shows that maximizing overlap
opportunities alone is insufficient: realized overlap consis-
tently falls short of its theoretical potential and can suffer
from resource-contention overhead [27-30]. We argue this



is not an incidental engineering gap but a consequence of
three compounding issues that are insufficiently addressed:

(1) Hardware-oblivious scheduling. Frameworks such
as PyTorch schedule compute and communication kernels
according to logical data dependencies, with limited aware-
ness of their GPU resource requirements. As a result, overlap
is treated largely as a binary scheduling decision: kernels
either execute concurrently or they do not. This approach
does not account for whether the kernels can share the
GPU efficiently. A schedule may therefore create an overlap
opportunity while delivering little or no latency benefit.

(2) Contention for shared GPU resources. Compute
and communication kernels do not execute in isolated
resource domains. When launched concurrently, they com-
pete for streaming multiprocessors (SMs), memory band-
width, and on-chip caches [27, 29, 30]. This contention
is especially severe because high-performance GEMM and
communication kernels are generally optimized to maximize
standalone throughput, leaving little resource headroom for
concurrent work. Consequently, overlap can slow one or
both kernels enough to offset the time saved by executing
them concurrently.

(3) Inflexibility of kernel execution boundaries.
Even when contention is understood, the GPU execution
model limits the ability to address it in software. GPU
execution is organized around discrete kernel launches
with well-defined boundaries. While kernel fusion can
reduce launch overhead and improve locality, monolithic
kernels lack the scheduling flexibility needed to dynamically
interleave compute and communication at fine granularity.
This structural rigidity means that software-level decompo-
sition, however carefully engineered, cannot fully escape
the contention imposed by the hardware.

Together, these issues show that CC overlap must be
evaluated not only by how many overlap opportunities are
created, but also by how efficiently those opportunities are
realized. In this paper, we emphasize the importance of
CC overlap efficiency and analyze the causes of overlap
inefficiency together with insights for improving it. To do
so, we conduct end-to-end experiments with LLaMA 3 and
Mixtral models across FSDP, TP/SP, inference prefill, and
MoE workloads on single-node 8-GPU H100/H200 systems
and two-node H100 systems. We then use targeted mi-
crobenchmarks for detailed analysis, pairing representative
GEMM and non-GEMM compute kernels with all-gather,
reduce-scatter, and all-to-all communication.

The end-to-end results quantify how far realized CC
overlap can fall short of the expected performance im-
provement. In the single-node LLM workloads, contention
between concurrently executing compute and communi-
cation kernels leaves overlapped execution up to 4.46x
slower than the idealized overlap time and introduces up to
55.8% kernel-level slowdown relative to sequential execution.
Furthermore, the multi-node results reveal a complementary
source of inefficiency. Even when kernel-level slowdown is
near zero or small, overlapped execution can still remain
up to 2.00x slower than ideal because limited inter-node
communication bandwidth and communication-progress

imbalance prevent communication from being fully hidden,
exposing residual communication time on the critical path.
Our detailed analysis decomposes these inefficiencies across
the hardware, system, and kernel levels. At the hardware
level, SM residency limits can re-serialize overlap and
memory contention slows co-resident kernels. At the system
level, representative single-node FSDP LLaMA traces show
rank-wise straggler amplification, while launch order and
stream priority determine whether issued overlap becomes
effective concurrent execution. At the kernel level, commu-
nication kernels spend more time in polling and peer-wait
phases under overlap.

These findings motivate a contention-aware, cross-layer
approach to designing future distributed LLM systems. This
paper makes the following contributions:

e We characterize CC overlap efficiency in end-to-end
LLaMA 3 and Mixtral workloads across single-node
and multi-node GPU systems.

e We identify and quantify two distinct sources
of lost overlap benefit: contention-induced kernel
slowdown within a node and insufficient compute
duration to hide communication across nodes.

e We extract representative CC overlap patterns from
commonly used LLM parallelization strategies and
develop targeted microbenchmarks to isolate their
behavior.

e We trace overlap inefficiency to factors across
the hardware, runtime, and kernel layers, includ-
ing SM and memory-bandwidth contention, kernel
launch ordering, stream-priority limitations, cross-
rank straggler amplification, and polling-heavy com-
munication kernels.

e Based on these findings, we derive cross-layer
design principles for improving CC overlap through
coordinated runtime, kernel, and hardware support.

2. Background

2.1. Collective Communication in LLMs

Modern LLM workloads commonly rely on sharding-
based parallelism to distribute model states, activations,
and routed tokens across GPUs. In these schemes, three
collective primitives repeatedly appear: all-gather, reduce-
scatter, and all-to-all. All-gather and reduce-scatter move
sharded tensors in dense-model parallelism, while all-
to-all redistributes routed tokens in expert-parallel MoE
workloads.

All-gather (AG) collects tensor shards so every rank
can consume a replicated view. Reduce-scatter (RS) re-
duces partial results across ranks and returns only the
reduced shard to each rank. All-to-all (A2A) shuffles per-
destination pieces so routed tokens or activations move
to the ranks that need them. These collectives form the
communication kernels overlapped with GEMM and non-
GEMM computation in the later analysis.

Fig. 2 summarizes these data movements, which our
experimental workloads issue through NCCL on NVIDIA
GPUs [31].
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Figure 2: Collective communication primitives.

2.2. Straggler Effect

Collective communication requires global synchroniza-
tion across participating ranks, so a collective can finish
only after the slowest rank arrives and makes progress.
This rank-induced delay is commonly referred to as the
straggler effect [32-34]. Prior work studies stragglers caused
by persistent hardware, workload, or system imbalance.
Our analysis focuses on a narrower question: whether CC
overlap itself widens the rank-wise collective duration gap
when communication executes concurrently with compute
kernels.

2.3. Distributed Parallelism Schemes

Modern LLMs combine multiple parallelism strategies
to fit model states and activations in GPU memory while
maintaining high throughput [5, 7, 11, 12, 14, 18]. We
focus on three widely used sharding dimensions: model-
state sharding in FSDP, activation and operator sharding
in TP/SP, and token/expert sharding in EP.

Fully Sharded Data Parallelism. Fully Sharded Data Paral-
lelism (FSDP) shards model states across data-parallel ranks
following ZeRO-style optimizations [11, 18]. Because each
rank stores only a shard of a layer’s parameters, FSDP
uses parameter all-gather to materialize full weights before
computation and gradient reduce-scatter to keep gradients
sharded after backward computation.

Tensor and Sequence Parallelism. Tensor parallelism parti-
tions transformer operators across ranks, while sequence
parallelism shards activations along the sequence dimen-
sion [5, 12]. Together, TP/SP uses activation all-gather when
an operator needs a full input view and reduce-scatter to
return partial results to a sharded activation layout.

Expert Parallelism. Mixture-of-experts (MoE) models route
each token to a subset of experts, increasing model capacity
without activating every parameter for every token [14].
Expert parallelism distributes experts across ranks, so routed
tokens are exchanged with an all-to-all dispatch before
expert feed-forward computation and an all-to-all combine
afterward.
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Figure 3: Representative CC overlap patterns in (a) FSDP,
(b) TP/SP, and (c) EP.

2.4. CC Overlap Patterns

The collectives introduced by FSDP, TP/SP, and EP are
often overlapped with computation, but the dependency
structure differs across various schemes. Fig. 3 summarizes
the patterns used in this paper. FSDP exposes independent
overlap: a parameter all-gather or gradient reduce-scatter
from one layer can overlap with compute from a neigh-
boring layer because the two operations are on different
dependency chains [11, 18]. TP/SP exposes dependent over-
lap: activation all-gather feeds a tensor-parallel GEMM, and
reduce-scatter consumes the GEMM output before returning
to a sequence-sharded layout. Whole-operation execution
would serialize these pairs, so systems expose overlap by
chunking or tiling the dependent region and pipelining
communication with computation [5, 12, 17, 20, 21, 23].
EP follows the same dependent-overlap idea at microbatch
granularity: all-to-all dispatch/combine is on the producer-
consumer path inside one MoE phase, so MoE systems
overlap all-to-all from one microbatch with attention or
expert FFN computation from a neighboring microbatch [7,
14, 26).

Across these parallelism schemes, collective communi-
cation lies on the critical path of distributed LLM execution.
As model size, sequence length, and GPU count increase, the
latency of all-gather, reduce-scatter, and all-to-all can limit
scalability [15-17]. Modern systems therefore commonly use
CC overlap, scheduling communication to run concurrently
with useful computation so that communication latency is
hidden from the critical path.

3. Characterizing Overlap Overhead

This section characterizes why exposed CC overlap does
not directly translate into efficient concurrent execution.
We first quantify overlap-induced overhead in LLaMA and
Mixtral workloads implemented with Megatron-LM, asking
whether the inefficiency observed in prior work appears
across representative LLM parallelism settings. We then
use targeted microbenchmarks derived from the overlap



patterns in Section 2.4 to isolate the hardware, system,
and kernel mechanisms behind the overhead. This two-
level structure connects end-to-end slowdown to hardware,
system, and kernel behavior, avoiding a single-layer expla-
nation of overlap overhead.

3.1. Experimental Setup and Metrics

End-to-end experiments. The end-to-end experiments use
Megatron-LM with Transformer Engine. The main end-to-
end workloads cover LLaMA and Mixtral models across
training, inference prefill, dense, MoE, single-node, and
multi-node settings. Table 1 summarizes the workload, scale,
parallelism configuration, GPU platform, sequence length,
end-to-end timing, and kernel-level slowdown. In both
single-node and multi-node experiments, intra-node GPUs
are connected by NVLink. In the multi-node experiments,
NCCL inter-node communication runs over InfiniBand.
These experiments measure overlap-induced slowdown, the
sequential, overlap, and idealized end-to-end timings, and
rank-wise straggler imbalance.

Targeted microbenchmarks. The targeted microbench-
marks run on the same single-node H100/H200 systems
used for the single-node end-to-end experiments, with intra-
node GPUs connected by NVLink. They instantiate the
representative overlap patterns summarized in Fig. 3. FSDP
contributes layer-level independent all-gather and reduce-
scatter pairs with compute. TP/SP contributes chunk-level
activation all-gather and reduce-scatter pairs with GEMM,
and EP contributes microbatch-level all-to-all pairs with
compute. For each pair, the compute side uses representative
GEMM and non-GEMM kernels, implemented with cuBLAS
and Transformer Engine C APIs for RMSNorm and SwiGLU,
while the communication side uses NCCL all-gather, reduce-
scatter, and all-to-all collectives. Table 2 lists the concrete
representative kernel dimensions and collective message
sizes, derived from LLaMA 3.1 8B for dense FSDP/TP/SP
and from Mixtral 8x7B for EP.

Starting from these LLM-derived instances, we perform
two analyses. First, we measure the resource usage of
the representative compute and communication kernels,
including launch configuration, register usage, and shared-
memory usage, and report the combined demand of each
compute—communication pair in Table 2. Second, for se-
lected representative GEMM-overlap cases, we run sweep
experiments to measure kernel-level slowdown as compute
size, communication granularity, launch order, and stream
priority vary. Table 3 summarizes the sweep configura-
tion. Launch order refers to the host-side order of CUDA
launch calls. In the GEMM-first order, the benchmark
calls the GEMM launch before the collective launch. In
the communication-first order, it calls the collective
launch before the GEMM launch. Although non-GEMM
experiments show the same qualitative slowdown trend,
the detailed microbenchmark analysis focuses on GEMM-
based overlap, where resource contention is strongest.
Microbenchmark component times and slowdown ratios
are measured with CUDA events, and the experiments

additionally collect Nsight Systems traces for queue-delay
analysis. The communication-kernel decomposition experi-
ment profiles Ring/Simple NCCL collectives with 32 thread
blocks and decomposes primitive cycles into peer-wait time
before data becomes available, reduce/copy work on the
data path, and post-peer synchronization after issuing the
transfer.

Metrics. For each end-to-end workload, we compare the
iteration time under three cases, sequential (Tseq), over-
lap (Toyerlap), and idealized (Tigeq))- The sequential run
keeps the framework overlap options enabled but sets
CUDA_LAUNCH_BLOCKING=1, forcing CUDA launches and
progress to serialize. The overlap run uses the same
framework options with nonblocking CUDA launches, so
the two traces differ only in whether the issued work is
allowed to overlap at runtime. We compute the idealized
iteration time (7jgea)) by replaying the overlapped trace
as a dependency graph that preserves same-stream order
and explicit CUDA event dependencies. In the replay, each
matched kernel uses its no-overlap duration from the
sequential run. Thus, Tjgeq captures the overlap time that
would remain if kernel-level slowdown were removed under
the trace-visible scheduling dependencies. We do not infer
hidden cross-stream dependencies that are not explicit in
the trace.

For end-to-end kernel-level analysis, we compare each
kernel type between the sequential and overlap runs using
Nsight Systems kernel activity durations. The per-kernel

slowdown is

tk,overlap - tk,seq
Sp=——"—"T-+-"—".

Tk,seq

The aggregate kernel-level slowdown is computed as the
occurrence-weighted average of s; over the matched kernel
types observed in the overlap trace. Here, kernel duration
refers to the GPU execution interval after the kernel obtains
residency, so it excludes pre-residency queueing delay.

Queue delay is the time after a communication kernel
is launched but before it obtains SM residency. We estimate
it as the difference between the CUDA-event elapsed
time around the communication kernel and the Nsight
Systems kernel execution span after thread blocks obtain
SM residency:

Iqueue = ICUDA-event — INSYS-

For microbenchmark sweep results, GEMM and communi-
cation slowdown compare each overlapped CUDA-event
duration with its independent CUDA-event duration. These
component event durations include any pre-residency wait-
ing that occurs in the corresponding stream. Total slowdown
compares the observed overlapped pair duration with the
ideal duration under perfect overlap:

tpair,overlap

maX(IGEMM,indep’ tcomm,indep)

Stotal =

For straggler analysis, the duration gap is the difference
between the slowest and fastest ranks for the same collective



B Compute B Communication

Total
IN8G _ +29.7%
FSDP
IN8G _ +35.4%
TP/SP
IN8G _ +46.9%
TP/SP prefill
2N4G _ 1.8%
FSDP '
2N4G _ +3.2%
TP/SP

T T T T
0 20 40 60

Kernel slowdown contribution (% of seq. kernel time)
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queueing delay.

instance. For communication-kernel decomposition, each
phase fraction is its cycle share within the profiled primitive.

3.2. End-to-End Overlap Overhead

Finding 1: CC overlap improves over sequential exe-
cution but remains far from ideal. Table 1 compares
sequential, overlap, and ideal iteration time for the evaluated
LLM workloads, with each workload normalized to its ideal
time. Across these workloads, overlap reduces iteration
time by 20.7-70.5% relative to sequential execution, con-
firming that communication hiding is effective. However,
the overlap time still runs 1.04-4.46 x slower than the ideal.
This gap is the runtime cost of realizing overlap, including
kernel slowdown and residual scheduling bubbles.
Finding 2: single-node overlap efficiency is limited by
kernel slowdown. Fig. 4 reports the corresponding compute
and communication kernel slowdown decomposition. This
view separates the end-to-end benefit of overlap from the
cost paid by kernels after they start executing on the GPU.
In the single-node LLaMA and Mixtral workloads, matched-
kernel time increases by 20.4-55.8%, with communication
kernels contributing most of the slowdown in TP/SP,
inference prefill, and Mixtral EP8. This confirms that the
end-to-end gap to the ideal is not only a scheduling artifact:
in single-node overlap, the kernels participating in the
overlap window themselves slow down after they begin
executing.

Finding 3: multi-node overlap efficiency is limited
by compute-communication duration imbalance. The

TABLE 1: END-TO-END AND KERNEL-LEVEL OVERLAP
SUMMARY FOR EVALUATED LLM WORKLOADS.

Workload Scale Parallelism  GPU Seq. Tseq/Tideal Toverlap/Tideal Kernel slowdown

LLaMA-3.1-8B train 1IN8G FSDP H100 8192  1.80% 1.31x +29.7%
LLaMA-3.1-8B train 1N8G TP8+SP H100 8192 8.56X 4.46 X +35.4%
LLaMA-3.1-8B train IN8G TP4+SP+DP2 H100 8192  4.96x 2.99% +20.4%
LLaMA-3.1-8B prefill 1IN8G TP8+SP H100 8192  3.51X 1.04x +46.9%
Mixtral-8 X 7B train IN8G FSDP+EP8 H200 1024 5.79% 2.74% +55.8%
LLaMA-3.1-8B train 2N4G FSDP H100 8192 271X 2.00x -1.8%
LLaMA-3.1-8B train 2N4G TP4+SP+DP2 H100 8192 1.87Xx 1.48% +3.2%

two-node H100 runs show a different result from the single-
node cases. Kernel slowdown is much smaller. FSDP is near
zero overall, while the TP4+SP+DP2 run increases matched-
kernel time by only 3.2%. However, the multi-node overlap
time still remains far from the ideal, showing that small
kernel slowdown does not imply efficient overlap.

The gap comes from compute-communication duration
imbalance. Inspecting the profiled LLaMA traces shows
that NCCL uses a grid size of only 4 for inter-node
collectives, compared with grid sizes of 24-32 for the
single-node collectives in the representative overlap pairs.
This appears to come from NCCL’s topology-aware grid
selection. For inter-node communication, NCCL adjusts the
communication grid to the bandwidth that the interconnect
can sustain. The smaller grid reduces SM occupancy and
memory-system pressure, so resource-contention-induced
kernel slowdown becomes small. However, it also lengthens
the communication kernel. As a result, communication is
not effectively hidden by overlap and remains exposed on
the critical path, limiting the performance benefit of overlap.

The two multi-node configurations support this inter-
pretation. In the two-node TP4+SP+DP2 run, TP and SP
collectives remain intra-node and only the data-parallel
dimension crosses nodes, so its behavior is closer to the
single-node cases than two-node FSDP, where the FSDP
data-parallel group spans all eight GPUs and exposes
more inter-node collective communication. This contrast
shows that efficient overlap must account for compute—
communication duration imbalance, not merely the amount
of concurrency created.

This also suggests a possible optimization direction.
When communication is exposed on the critical path,
starting communication earlier by decomposing compute
into finer scheduling units may be beneficial, even if doing
so introduces additional compute slowdown.

Together, the end-to-end results show that missed
overlap benefit does not come from a single source. In
single-node workloads, the gap to the ideal is closely tied
to kernel slowdown after compute and communication
execute concurrently. In multi-node workloads, overlap can
remain inefficient even when kernel slowdown is small if
communication outlasts compute, creating an execution-
time imbalance that exposes residual communication on
the critical path. The following analyses examine these
effects across layers: hardware resource contention, runtime
scheduling and collective imbalance, and communication-
kernel execution behavior.

3.3. Hardware Perspective: Resource Contention

This subsection analyzes the resource contention that
appears in hardware when CC overlap is enabled. The anal-
ysis focuses on SM residency, which determines whether
compute and communication thread blocks can execute
simultaneously, and memory-system contention, which
determines how they interfere after obtaining residency.

Finding 4: CC overlap is re-serialized in hardware
and creates communication starvation. Multi-stream



TABLE 2: REPRESENTATIVE CC OVERLAP INSTANCES DERIVED FROM LLAMA 3.1 8B AND MIXTRAL 8 X 7B.

Compute Comm. Reg. SMEM
Pair Src.  Compute kernel Compute dim. grid/block Comm. Msg. size grid/block (comp.+comm.) (comp.+comm.)
AG || GEMM FSDP  QKV proj. fwd 8192x6144x4096  2x66, 384 Param. AG 545 MB 24, 544 98.4+79.7=178.1%  81.2+44.5=125.7%
AG || GEMM TP/SP  QKV proj. chunk 1024x768x4096 2% 64, 384 Act. AG 84 MB 24, 544 98.4+79.7=178.1%  91.8+44.5=136.3%
AG || RMSNorm  FSDP  RMSNorm bwd 8192x4096 128, 1024  Param. AG  54.5 MB 24, 544 40.6+79.7=120.3%  4.1+44.5=48.6%
RS || GEMM FSDP  FFN down dgrad GEMM  8192x14336x4096  2X 66, 384 Grad. RS 109.1 MB 24, 544 98.4+79.7=178.1%  81.2+44.5=125.7%
RS || GEMM TP/SP  FFN down proj. chunk 2048x4096x1792  2X 66, 384 Act. RS 2.1 MB 24, 640 98.4+93.8=192.2% 91.8+44.5=136.2%
RS || SwiGLU FSDP  SwiGLU bwd 8192x14336 14336, 512 Grad. RS 109.1 MB 24, 544 35.9+479.7=115.6%  0.5+44.5=45.0%
A2A || GEMM EP  FFN gate/up proj. fwd 8192x28672x4096 266, 384 Act. A2A 67.1 MB 32, 640 98.4+93.8=192.2% 81.2+44.5=125.7%
A2A || RMSNorm  EP  RMSNorm fwd 4096x4096 924, 128 Act. A2A 67.1 MB 32, 640 13.9+493.8=107.7%  0.5+44.5=45.0%
A2A || SwiGLU EP  SwiGLU fwd 8192x14336 14336, 512 Act. A2A 67.1 MB 32, 640 30.5493.8=124.3%  0.5+44.5=45.0%

AG = all-gather, RS = reduce-scatter, A2A = all-to-all.

TABLE 3: TARGETED MICROBENCHMARK SWEEP.

Side Instance Sweep
Compute GEMM (M,N,K) =(T,28672,4096)
Compute RMSNorm [T,4096]
Compute SwiGLU [T,28672] — [T, 14336]
Comm. AG, RS, A2A thread blocks = 4-32, 16 MB/block
Comm. AG, RS, A2A thread blocks = 32, msg. = 64-512 MB

AG = all-gather, RS = reduce-scatter, A2A = all-to-all.

TABLE 4: H100/H200 GPU RESOURCES AND PER-SM
RESIDENCY LIMITS.

Category Item H100 H200
GPU resource SMs 132 132
L2 cache 50 MB 50 MB
DRAM capacity 80 GB 141 GB
Per-SM limit  Threads 2048 2048
Thread blocks 32 32
Registers 65,536 32-bit 65,536 32-bit
Shared memory 228 KiB 228 KiB

execution allows the host to issue compute and communi-
cation kernels concurrently. However, a launched kernel
can execute on the GPU only after its thread blocks are
assigned to SMs. Therefore, multi-stream execution does
not by itself guarantee concurrent execution in hardware.

For two kernels to execute concurrently at the hardware
level, their thread blocks must be scheduled in one of two
ways. First, their thread blocks can occupy different SMs.
However, if the sum of the two grid sizes exceeds the
number of SMs, some thread blocks cannot be assigned
immediately and must wait until SMs become available.
Second, thread blocks from both kernels can share the same
SM. This requires the combined per-thread-block demand
for threads, registers, shared memory, and resident block
slots to fit within the per-SM limits. Table 4 summarizes
the H100/H200 SM count and per-SM limits used for this
check.

Table 2 reports the representative CC overlap pairs
used in the characterization. The compute grid/block and
communication grid/block columns report the launch ge-
ometry of each kernel, where grid size is the number of
thread blocks and block size is the number of threads per
block. Reg. and SMEM list compute+communication demand
normalized to the per-SM limits in Table 4. Totals above
100% rule out same-SM co-residency. The table shows that
representative LLM overlap pairs often cannot co-reside
on the same SM. GEMM thread blocks consume nearly
the full register budget and most of the shared-memory
budget. Non-GEMM kernels use less shared memory, but
still consume enough registers that they cannot be paired
with NCCL on the same SM. NCCL thread blocks use about
half of the shared-memory budget and 52.2-61.4K registers,
so combining them with the compute kernels exceeds at
least one per-SM limit in most cases.

Consequently, kernels used in representative LLM over-
lap patterns cannot share an SM. Compute kernels are
typically tuned for standalone throughput on the target
GPU architecture, using large grids and high per-block
resource demand to fill the device. Therefore, simply moving
to another GPU architecture does not remove the issue.
Furthermore, if the compute kernel obtains SM residency
first, communication blocks from another stream may
fail to receive SM allocation and experience starvation
until compute blocks release SM slots. This same-SM co-
residency failure can turn exposed overlap into hardware-
level re-serialization. Fig. 5 shows this directly. With GEMM
launched first, communication queue delay reaches 2.07ms
for all-gather, 2.07ms for reduce-scatter, and 2.06ms for
all-to-all at M = 8192. Normalized by the communication-
kernel execution span, this corresponds to 37.1% for all-
gather, 38.5% for reduce-scatter, and 211% for all-to-all.
Thus, system designs that assume overlap from host-side
concurrent launch must also check whether the issued
kernels can actually be overlapped on the GPU.

Finding 5: SM contention slows kernels after residency
is obtained. Re-serialization is not the only problem at
the SM level. When communication is issued first, or
when resident compute blocks finish and free SM slots,
NCCL communication blocks can obtain SM residency



2.5 1
B Default B Prioritized comm. stream

@ A=6.9us
E 20 -
>
~
8 151
E
L A=0.2us
2. 10
—
SER
Z,

0.0 4

1K 2K 4K 8K
GEMM M

Figure 5: Communication-kernel queue delay, /cypa-event —
tNsyss in GEMM-first overlap experiments.

and execute concurrently with compute blocks. This is
real hardware overlap, where compute and communication
occupy different SMs at the same time. However, because
the number of SMs is finite, each kernel receives fewer SMs
than it would during independent execution. This shared
SM allocation slows the participating kernels and makes
the realized overlap fall short of the ideal latency-hiding
bound.

The launch-order sweep in Fig. 8 shows this effect after
the worst starvation case is avoided. In communication-first
execution, the communication kernel obtains residency first
and its slowdown remains near baseline, but the GEMM
runs with fewer available SMs and slows down by up to
1.72x for all-gather, 1.59x for reduce-scatter, and 1.88x for
all-to-all. Therefore, even when overlap succeeds in creating
concurrent GPU execution, SM sharing itself becomes a
source of kernel slowdown.

Finding 6: memory contention remains after kernels
obtain SMs. Even if software or scheduling changes mit-
igate SM contention, overlap still faces memory-system
contention. Since compute and communication kernels
share DRAM bandwidth and L2 cache, their combined
memory demand can become a limiting factor after both
kernels obtain SM residency. The sweep summarized in
Table 3 shows this pressure in two representative cases.
For gate/up GEMM, standalone L2 demand is already 67.2-
77.1% of peak, and adding the largest all-gather and reduce-
scatter configurations raises the summed L2 demand to 88.7-
99.6% of peak. For memory-intensive SwiGLU, standalone
DRAM demand reaches 75.9-90.5% of peak, and adding the
largest all-gather and reduce-scatter configurations raises
the summed DRAM demand above peak. These results
show that after kernels obtain SM residency, DRAM and
L2 bandwidth can remain limiting resources.

Fig. 6 examines this effect under communication-first
overlap, where the communication kernel obtains SM
residency before the GEMM and the worst communication
starvation case is removed. With smaller GEMMs, commu-
nication slowdown for all-gather and reduce-scatter stays
close to 1.00x, indicating that SM starvation dominates
those cases. As GEMM size grows, however, memory
pressure increases and communication slowdown becomes
visible even without starvation. At the largest GEMM size,

average slowdown reaches 1.03x for all-gather, 1.06x for
reduce-scatter, and 1.17x for all-to-all, with individual con-
figurations rising up to 1.32x. This slowdown shows that
obtaining SM residency does not remove all interference.
This also constrains the design space because techniques
such as kernel fusion or finer software scheduling may
reduce SM contention, but they can expose DRAM and L2
as the next bottleneck unless the hardware memory system
is considered together with the software mechanism.

3.4. System Perspective: Runtime Effects

This subsection moves from per-GPU resource con-
tention to system-level effects. We examine how rank-wise
straggler effects, host launch order, and stream priority are
related to CC overlap slowdown.

Finding 7: CC overlap amplifies straggler effects. A
collective communication operation is constrained by the
slowest rank, so rank-wise timing differences appear as
straggler effects. As shown in Section 3.3, CC overlap
increases the complexity of GPU execution by changing
SM allocation and introducing resource contention after
kernels obtain residency. These effects can differ across
ranks. Consequently, ranks can make different amounts of
communication progress while compute and communication
are overlapped, widening the duration gap between the
fastest and slowest ranks.

Fig. 7 shows representative single-node FSDP LLaMA
training traces. In these traces, enabling overlap consistently
increases both the average and P95 duration gap across
all three models. The average gap grows by up to 5.38x
on LLaMA 3.1 8B, and the P95 gap reaches 5.248ms. Thus,
overlap does not merely shift collective timing. It amplifies
straggler effects across ranks and contributes to CC overlap
slowdown.

Finding 8: host launch order determines realized
overlap efficiency. A simple system-level way to reduce
the SM starvation in Finding 4 is to change the host
launch order. Launch order has a significant effect on CC
overlap time because the first-issued kernel is more likely
to obtain SM residency first. When compute is launched
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Figure 6: Communication slowdown in communication-first
launches. Values are normalized to sequential communica-
tion execution. Shading shows the min-max range.



first, it can fill the GPU and force the communication kernel
to wait, creating re-serialization. When communication is
launched first, contention remains, but communication can
obtain residency before compute fills the GPU, enabling
real concurrent execution.

Fig. 8 quantifies the difference. Under GEMM-first
execution, communication starvation propagates to pair-
level overlap: total slowdown averages 1.39x and reaches
1.96 x relative to ideal case. Under communication-first
execution, the pair-level penalty is much smaller, with total
slowdown averaging 1.07x and peaking at 1.37x. Thus,
overlap efficiency depends not only on whether compute
and communication are issued together, but also on which
kernel obtains SM residency first.

Finding 9: stream priority cannot recover missed
residency. CUDA provides stream priority as a mechanism
for favoring important work, so a natural response is to
raise the communication stream priority. However, stream
priority affects which thread block is selected at future
scheduling points. It does not preempt thread blocks that
are already resident on SMs. Therefore, if a large compute
kernel has already filled the GPU, a higher-priority com-
munication stream still has to wait for SM slots to become
available.

Fig. 5 confirms this limitation. In GEMM-first exper-
iments, prioritizing the communication stream changes
the measured communication queue delay by only a few
microseconds across GEMM sizes. The dominant factor
is still whether the communication kernel was launched
early enough to obtain residency before the compute kernel
filled the GPU. Stream priority is useful only at scheduling
boundaries and cannot by itself undo the re-serialization
created by host launch order and resident compute blocks.

3.5. Kernel Perspective: Internal Execution Inef-
ficiency

This subsection examines communication-kernel behav-
ior after SM residency. We decompose NCCL primitive
cycles to distinguish payload movement from synchroniza-
tion and waiting inside the communication kernel.

Bl Sequential avg B Overlap avg EE Overlap P95

LLaMA 3.2 1B
LLaMA 3.2 3B ;

0.47
LLaMA 3.1 8B 2.50

0 1 2 3 4 5 6 7

Rank-wise duration gap (ms)

Figure 7: Rank-wise collective duration gap in single-node
FSDP LLaMA runs. Bars report sequential average, overlap
average, and overlap P95 gaps.

Finding 10: overlap increases communication-kernel
inefficiency. An NCCL collective transfers data through a
repeated sequence of peer-wait, reduce/copy, and post-peer
phases [31]. The reduce/copy phase moves payload data
and performs the required copy or reduction. In contrast,
peer-wait and post-peer are synchronization phases. During
peer-wait, the communication kernel polls synchronization
variables until the next slice becomes available. The thread
block remains resident on an SM during this polling,
but it is not moving payload data. In other words, the
communication kernel continues to occupy SM resources
while the SM’s execution capability is largely unused.

Overlap increases this non-payload resident time. Fig. 9
shows the decomposition using the M = 8192 gate/up
GEMM for GEMM-first overlap. Under overlap, the commu-
nication kernel spends a larger fraction of its SM-resident
time in peer-wait and a smaller fraction in reduce/copy. For
example, all-gather increases its peer-wait fraction from
7.4% in isolation to 27.4% under GEMM-first overlap, and
the same shift toward waiting appears across the other
collectives.

This inefficiency is especially costly under CC overlap.
As Finding 5 shows, communication blocks can slow com-
pute by occupying SMs that compute would otherwise use.
When those communication blocks spend a large fraction of
SM-resident time polling for peer progress, they consume
SM execution capacity while advancing data movement less
efficiently. The effect can also grow with the rank-wise
timing variation discussed in Finding 7. If overlap makes
ranks progress at different rates, communication kernels
spend more time waiting for peer-visible progress. These
results suggest that improving CC overlap requires reducing
SM-resident polling time, for example through signaling or
other progress mechanisms, or by restructuring compute
and communication with fine-grained fused kernels [20, 21,
29, 30].

Together, these findings show that maximizing overlap
opportunity alone does not address the inefficiencies hidden
in cross-layer execution. The observed overhead emerges
from the interaction between hardware resource allocation,
runtime scheduling, collective timing, and kernel behavior.
Thus, efficient CC overlap requires hardware-software
co-design that accounts for the efficiency of concurrent
execution in order to translate overlap opportunities into
actual performance gains.

4. Discussion

The characterization results suggest that improving CC
overlap requires optimizing how overlap is realized, not
only exposing more overlap opportunities. We distill the
results into two design probes, kernel resource usage control
for SM sharing and asynchronous communication data
movement. We do not present these probes as complete
optimizations. Instead, each follows from a characterization
finding, addresses one part of the problem, and exposes
why a single-layer fix is insufficient.
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Kernel resource usage control for SM sharing. The SM
residency results show that starvation and re-serialization
originate from high kernel resource demand. Compute and
communication blocks often cannot occupy the same SM,
so they must be placed on different SMs, and a large
compute grid can delay communication until SM slots
become available. A natural response is to reshape kernel
resource usage so compute and communication blocks can
share the same SM. Our probe follows this direction by
reducing the per-block footprint of the compute kernel. It
reduces queueing delay and enables same-SM sharing, but
the benefit does not translate into better overall overlap
efficiency. Sharing one SM reduces the resources available to
each kernel. For compute, this reduces tiling efficiency and
Tensor Core utilization, causing larger per-kernel slowdown.
This suggests that SM sharing cannot be treated as a

software-only afterthought. Hardware resource provisioning
and kernel resource allocation must be designed with multi-
kernel SM residency in mind.

Asynchronous communication data movement. The
communication-kernel and memory-contention results point
to a second direction. Under overlap, communication blocks
can occupy SMs while polling, and compute and commu-
nication also contend for DRAM and L2 bandwidth. We
therefore explored whether communication could pipeline
GPU-internal data movement with inter-rank transfer. Hop-
per’s Tensor Memory Accelerator (TMA) and L2 prefetching
provide two probes for this direction. TMA can move data
asynchronously into staging buffers, while L2 prefetching
tries to prepare communication data before the collective
consumes it. These mechanisms improve the data-movement
portion in isolation. With TMA, the measured transfer
portion is reduced by up to 4.0x at the same transfer
granularity.

However, the end-to-end overlap benefit remains lim-
ited. TMA staging adds synchronization and pipeline-
management overhead, and its shared-memory staging
granularity limits how much data can be moved per step.
Deeper pipelining would require additional shared mem-
ory for staging, but the current shared-memory capacity
cannot provide enough in-flight staging to sustain high
throughput without tightening the occupancy tradeoff.
These synchronization points again create underutilized
SM-resident time, similar in effect to NCCL polling, and are
sensitive to rank-to-rank progress variation. L2 prefetch-
ing has a related limitation. Receive/FIFO data can be



prefetched only after waitPeer validates the current slice,
communication payloads are mostly streaming with little
reuse, and prefetch requests consume the same L2 capacity
and memory bandwidth shared with compute. Multi-node
communication adds another constraint because the inter-
node link can become the dominant bottleneck. In that
regime, filling local memory bandwidth more efficiently
is not enough. These results suggest that communication
progress, memory-system support, architectural resource
provisioning, and network-level compute—communication
balance must be designed together.

Overall, no single layer can make CC overlap efficient.
Runtime scheduling can reduce re-serialization, kernel
and communication mechanisms can reduce SM-resident
waiting, and hardware support can reduce memory-system
contention, but these choices interact. Future designs should
therefore optimize realized overlap efficiency across the
hardware, runtime, and kernel layers.

5. Related Work
5.1. Maximizing CC Overlap Opportunity

Most recent CC overlap work focuses on creating
more opportunities for communication and computation
to run concurrently. Runtime systems such as PyTorch
DDP and FSDP use separate CUDA streams and events to
launch communication asynchronously while preserving
data dependencies [18, 19]. Other systems decompose
communication, computation, or execution graphs into
smaller units, then reorder or pipeline them to expose
more concurrent execution windows [17, 22-25, 35, 36].

A related line of work moves the overlap boundary
inside kernels. Kernel fusion and fine-grained overlap
mechanisms combine communication with GEMM, MoE,
embedding, or pipeline-stage work, or trigger communi-
cation from GPU-side progress points [20, 21, 26, 30, 37—
39]. These mechanisms reduce the limitations of coarse
multi-stream scheduling, but they primarily increase overlap
opportunity. Our work is complementary: after overlap has
been exposed, we characterize how efficiently the resulting
concurrent execution is realized on the GPU.

5.2. Characterizing CC Overlap Overhead

Prior work has also shown that CC overlap can intro-
duce overhead. Some studies quantify the overhead visible
in end-to-end distributed deep learning [28], while others
identify resource contention between collective communica-
tion and computation or explore prioritization, partitioning,
and offload mechanisms [27, 29]. Additional work mitigates
specific interference sources through communication-thread
allocation, kernel-interference profiling, or low-level NCCL
tuning [40-42].

These studies establish that overlap is not free, but they
typically focus on a particular scope, such as visible end-
to-end overhead, a specific resource-control mechanism, or
low-level communication tuning. In contrast, our goal is
not to introduce another overlap mechanism or tune one

communication primitive. We explain why exposed overlap
is not efficiently realized in modern GPU LLM workloads by
connecting end-to-end slowdown with targeted microbench-
marks. This lets us separate architectural constraints, such
as SM residency limits and shared DRAM/L2 resources, from
implementation-dependent communication behavior, such
as NCCL grid-size selection, launch order, stream priority,
and polling-based progress.

6. Conclusion

CC overlap is a common technique for hiding com-
munication in distributed LLM workloads, but this paper
shows that concurrent launch does not guarantee efficient
concurrent execution. Our end-to-end LLaMA and Mixtral
experiments show that overlap inefficiency appears in
different forms across system settings. In the evaluated
single-node LLM workloads, overlap introduces 20.4-55.8%
kernel slowdown relative to sequential execution. In multi-
node workloads, kernel slowdown can be small, yet overlap
can still remain up to 2.00x slower than ideal because
communication outlasts compute and remains exposed on
the critical path. These results show that distributed LLM
systems must consider overlap efficiency, not only the
number of overlap opportunities they create.

Our microbenchmarks explain why this inefficiency
persists across layers. At the hardware level, SM contention
can re-serialize concurrently issued kernels and slow them
down, and memory bandwidth contention remains even
after kernels obtain SM residency. At the system level,
launch order, stream priority limits, and rank-wise straggler
effects determine how much of this contention becomes
visible in execution time. At the kernel level, communication
kernels can spend substantial SM-resident time in polling
and peer-wait phases, consuming compute resources with-
out advancing payload movement. These results suggest
that single-layer optimization alone is insufficient, because
a bottleneck mitigated at one layer can reappear at another
layer.

Future systems should therefore optimize CC overlap
efficiency, not only overlap opportunity, across the hard-
ware, runtime, and kernel layers. This requires runtimes,
kernels, and GPU architectures to be designed together
with compute—communication co-execution in mind.
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