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Abstract

Efficient LLM serving increasingly relies on heterogeneous deploy-
ments that match each part of inference to hardware with suitable
compute and memory characteristics, making their design a coupled
hardware-software problem. Design space exploration (DSE) can
handle such coupling by searching interacting decisions together,
but only after experts formulate the problem by parameterizing the
design and building an evaluator for it. This upfront effort pays off
only when many candidates reuse the same formulation. In het-
erogeneous serving, however, exploration itself keeps introducing
components and interactions that the formulation does not capture,
so revising the formulation, rather than searching within it, be-
comes the bottleneck. To fold formulation into the search itself, we
argue for agent-driven pathfinding, a DSE paradigm in which an AI
agent charts the design space while exploring it. In this paradigm,
the agent implements each hypothesis as an executable system
modification and extends the evaluator whenever the modification
falls outside it, letting exploration reach designs that no upfront
formulation anticipated. Realizing this vision requires evaluation
infrastructure that agents can operate and extend, experience that
preserves evidence across reformulations, and human-in-the-loop
control that keeps architects steering exploration. Because the eval-
uator now evolves with the search, its validity can no longer be
assumed, leaving two open problems: search amplifies evaluator er-
ror, and each extension requires independent validation. We believe
agent-driven pathfinding can reshape how the computer architec-
ture and systems community conducts research by coupling human
architectural judgment with agent-driven implementation and ex-
perimentation, bringing design questions that are impractical to
explore today within reach.

1 Introduction

The cost of large language model (LLM) inference is becoming
a first-order constraint on the growth of Al services. Reasoning
models improve accuracy by spending additional computation at
inference time [11, 31], and spending on cloud infrastructure for
inference is projected to overtake spending for training in 2026 [10].
Serving efficiency now decides which models and applications are
economically viable to deploy.

A promising path to higher efficiency is heterogeneous serving,
which matches each part of inference to resources with suitable
compute, memory, and cost characteristics. Recent systems sepa-
rate prefill and decode [36, 52], independently scale attention and
expert computation [53], offload memory-intensive operators to
near-memory devices [34], and tier the KV cache across storage
media [37]. Providers also operate fleets spanning hardware gener-
ations and accelerator vendors [3, 14, 28].

To realize these gains, however, a deployment must jointly op-
timize work and state placement, resource provisioning, and data
movement [28, 52]. These decisions cannot be made in isolation be-
cause each changes the load, communication, and memory pressure
seen by the other components. A locally efficient choice can move
the bottleneck or add transfer overhead that erases its benefit.

Design Space Exploration (DSE) seems well suited to such cou-
pled decisions because it searches them together. Conventional
DSE frameworks [20, 22, 33], however, begin only after experts
have encoded the relevant decisions as parameters and built an
evaluator. This upfront effort is tractable when a stable formulation
supports enough candidate designs to amortize its construction
cost. Heterogeneous serving changes this balance because explo-
ration increasingly varies the components and interactions that the
formulation must capture. Separating prefill and decode introduces
distinct resource pools and a KV-cache transfer path [36, 52], while
moving attention to memory-side compute introduces device be-
havior absent from conventional serving models [13]. Each such
structural change requires experts to revise the candidate represen-
tation and evaluator before search can resume. As heterogeneous
deployments span more specialized devices and execution bound-
aries, these revisions recur more often and consume a growing
share of the overall exploration effort.

We therefore argue that DSE for heterogeneous LLM serv-
ing must treat candidate construction and formulation revi-
sion as part of exploration rather than as prerequisites to it. A
candidate is not merely a parameter assignment but an executable
system modification paired with an evaluator that can measure
it. Evidence from testing a candidate can refine the modification,
revise the design space with newly exposed mechanisms and con-
straints, or extend the evaluator with missing models. We call this
process pathfinding because the design space becomes an evolving
output of exploration rather than a fixed input.

Al agents make this broader loop plausible because they can
operate on the software artifacts that define both a design and its
evaluator. Modern coding agents work in large repositories [15],
modifying artifacts, invoking tools, and revising failed implementa-
tions [2, 32]. Agent-driven discovery systems use the same artifact-
and-feedback loop to improve algorithms [30] and compiler heuris-
tics [6] beyond expert-designed baselines. Applied to DSE, this loop
can turn a hypothesis into an executable modification, evaluate it,
and use the resulting evidence to determine the next design action.
The agent complements conventional optimizers by constructing
and revising formulations, while established optimizers solve the
fixed subproblems that emerge within them.

This position paper develops agent-driven pathfinding as a fu-
ture DSE paradigm in which candidate construction, evaluator
extension, and search form one evolving loop. Making this loop
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practical requires evaluation infrastructure that agents can operate
and extend, experience that preserves evidence across reformula-
tions, and human-in-the-loop control that keeps architects steering
exploration. Because the evaluator now evolves with the search,
its validity can no longer be assumed, leaving two open problems:
search amplifies evaluator error, and each extension requires in-
dependent validation. We believe agent-driven pathfinding can
reshape architecture and systems research by pairing architects’
judgment with agents that implement and test their ideas, bringing
within reach design questions that are impractical to explore today.

2 The Fixed-Formulation Bottleneck
2.1 What Conventional DSE Amortizes

Conventional DSE separates formulation from search. Before search
begins, experts translate design choices into parameters, encode
which combinations are legal as constraints, and build an evaluator
that maps each legal assignment to performance, energy, and cost
metrics [20, 22, 33]. During search, an optimizer generates legal
assignments, invokes the evaluator on each, and ranks the result-
ing candidates. Exhaustive, heuristic, and learning-based methods
differ in how they generate assignments and use previous evalua-
tions [4, 17, 21], but all reuse the same representation, constraints,
and evaluator. The upfront expert effort is paid once and amortized
across every candidate the pipeline evaluates.

2.2 Why Reformulation Recurs in
Heterogeneous Serving

Consider extending a serving formulation built around one acceler-
ator pool with separate prefill and decode pools [36, 52]. The candi-
date representation must gain two resource pools, phase-placement
decisions, and a KV-cache transfer path. The evaluator must then
model queueing in each pool, the transfer cost, and their interaction
with end-to-end latency and throughput. Until experts implement
the mechanism, an optimizer cannot compare the disaggregated
design with designs the original formulation expresses.

A subsequent hardware composition can incur the same work
again. Moving attention to PIM [13, 34] or dynamically scheduling
operators across NPU and PIM [49] introduces device-side execu-
tion, weight-layout, and command-scheduling behavior absent from
the preceding formulation. Evaluator coverage makes this second
reformulation especially costly because accelerator models [27],
serving simulators [1, 8], and distributed-system simulators [38]
cover different parts of the resulting system. Candidates beyond
this coverage require new models and independent validation.

Once experts add a mechanism and its models, a conventional
optimizer can efficiently search its parameters. A new hardware
composition, however, may require a different representation and
evaluator, causing the same expert work to recur. The bottleneck
is repeated reformulation for each new class of designs, not the
number of candidates within one formulation.

2.3 What Existing Agentic DSE Leaves Fixed

Existing agentic DSE demonstrates that agents can automate con-
sequential work within a formulation. LLM-DSE optimizes HLS
directives within an accelerator parameterization [46], while gem5
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Co-Pilot automates parameter search and analysis within gem5 [9].
AgentDSE goes further by using a coding agent to reason from
simulator feedback and modify design artifacts across architectural
tasks [43]. ArchEval makes these capabilities comparable across
simulator-backed architecture challenges [44]. These systems estab-
lish the capabilities needed for agent-driven DSE, but the supplied
task and verification criterion still determine what counts as a can-
didate and a successful result. Even when an agent assembles the
workflow or modifies design artifacts, exploration remains bounded
by that formulation.

3 Agent-Driven Pathfinding

We argue that the agent should not stop at the formulation it is given.
When the evidence points to designs outside it, the agent should
change the formulation itself instead of waiting for experts to do so.
We call this paradigm agent-driven pathfinding, in which the agent
charts the design space while exploring it. Throughout this sec-
tion, we illustrate pathfinding with the hypothesis that offloading
attention to PIM relieves memory pressure on the NPU [13, 34].

3.1 Executable Candidates

Conventional optimization begins after experts have expressed each
candidate as an assignment to predefined parameters. Pathfind-
ing begins one step earlier, when a hypothesis may not yet be
expressible in those parameters. The agent makes the hypothesis
executable by modifying the relevant system artifacts, such as a
mapping, scheduling policy, runtime mechanism, or performance
model. A candidate in pathfinding is an executable system modifi-
cation paired with an evaluator that can measure it.

We illustrate this with the PIM offload hypothesis, starting from
a formulation for NPU-based serving that exposes the number
of NPUs, the tensor-parallel degree, and the batch size, with a
serving simulator and an NPU performance model as its evaluator.
No setting of these parameters expresses offloading attention to
PIM. Testing it requires an implementation of operator placement,
data movement, and device command scheduling, together with
an evaluator that captures their effects across the NPU and PIM.
Conventional DSE must wait for experts to build both, whereas in
pathfinding the agent builds them and leaves an offload threshold
and resource allocation that a conventional optimizer can search.

3.2 Diagnostic Evaluation

An executable candidate must produce enough evidence to deter-
mine the next design action. Objective and constraint values may
suffice to rank assignments within a fixed formulation, but alone
they cannot generally reveal whether a poor result comes from
an unfortunate parameter setting or an inaccurate model. To tell
these apart, the evaluator returns diagnostic artifacts with objective
metrics, such as execution traces and cross-fidelity discrepancies.
In the PIM example, evaluation across batch sizes might show
that the offload candidate improves performance at small batches
but loses its advantage as the batch grows, with execution traces
revealing a saturated PIM command queue and an underutilized
NPU. The objective value identifies the losing candidate, whereas
the trace identifies command scheduling as the limiting interac-
tion. The diagnosis supports two distinct next actions. Exploration
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Figure 1: An envisioned agent-driven pathfinding loop. Eval-
uation grounds an experience store that links hypotheses,
evidence, and decisions, while the architect steers subsequent
exploration through the same state.

can bound the offload with a batch-size-dependent policy, or test
whether a new memory scheduler removes the contention.

3.3 Evidence-Driven Reformulation

A diagnosis can call for optimizing within the current formulation
or for revising it. The deciding question is whether a choice that
the formulation already exposes can remove the limiting behavior.
In the PIM offload example, diagnosis attributes the loss at large
batches to a saturated PIM command queue. Restricting offload to
small batches passes this test, because implementing the offload
already exposed an offload threshold that a conventional optimizer
can tune. Relieving the queue contention does not, because no
exposed choice changes how PIM commands are scheduled.

A new mechanism does not by itself enlarge the formulation. If
a new PIM memory scheduler were better at every batch size, it
would simply replace the existing one. A scheduler that relieves
contention at large batches, however, may add overhead at small
ones, making the better choice depend on batch size. The agent
then keeps both schedulers as a new structural choice, exposes
the parameters and constraints of the new one, and extends the
evaluator to model it. The formulation grows only when a new
mechanism introduces such a tradeoft.

Each of these decisions trusts the evaluator’s model of PIM com-
mand scheduling, which produced the saturated queue in the first
place. If that queue behavior falls outside the model’s validated
coverage, or if evaluators at different fidelities disagree, the agent
must validate or extend the evaluator before changing the design.

Once the formulation is fixed again, conventional DSE searches
within it until diagnosis finds another limit that no exposed choice
can remove, so pathfinding acts as an outer loop around conven-
tional DSE rather than a replacement for it. Existing agentic DSE
already automates parameter tuning and candidate revision within
a supplied formulation (Section 2.3), so what pathfinding adds is
the ability to expand the formulation and its evaluator.

4 Requirements for Agent-Driven Pathfinding

The pathfinding loop in Section 3 requires a systems substrate
connecting the agent to evaluation, accumulated evidence, and
architectural judgment. Figure 1 shows these dependencies as one
interlocking loop. We leave agent internals such as model choice
and topology aside, since they change too quickly to anchor a
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systems agenda, and specify only the interfaces the loop needs. We
propose three requirements: an evaluator the agent can operate
and extend, an experience store that preserves evidence across
reformulations, and a control plane through which the architect
can inspect and steer the same state the agent uses.

4.1 Agent-Operable Evaluation Infrastructure

Why a fixed evaluator fails. Every empirical conclusion about
a candidate must be grounded in evaluation, yet no existing en-
vironment provides the coverage, extensibility, and cost-fidelity
control required for open-ended heterogeneous DSE. Exploring
even the deployable GPU configurations for one model can require
tens of thousands of GPU-hours [1], while candidates involving
prototype or unbuilt devices offer limited or no direct measure-
ment anchors [24, 35]. Most candidates must be simulated, yet each
existing tool models only one slice of accelerator, memory-side
compute, storage, network, or serving behavior [27]. Heteroge-
neous serving proposals typically build or adapt their own evalua-
tors [12, 13, 19, 34], repeating at the evaluation layer the formulation
work of Section 2.2.

One interface for operation and extension. Because the agent
goes looking for mechanisms the formulation lacks, it will rou-
tinely hit behavior the evaluator cannot model. The agent should
be able to use and extend the evaluator through one interface, and
a minimal version needs three operations. The evaluate operation
runs a candidate on a workload at a requested fidelity and returns
objective metrics with uncertainty, diagnostic traces, constraint
violations, and the version of every model involved. For a candidate
it cannot model, it instead names the missing behavior and the
extension point at which a model, adapter, or measurement path
must be attached. The extend operation attaches such a model as
a new evaluator version marked provisional, and validate runs
independent checks on that version and records which it has passed
(Section 5). Results that depend on a provisional model can steer
exploration, but they cannot justify pruning or design conclusions
until the model passes validation.

A calibrated fidelity ladder. Evaluation cost determines how often
a candidate can be tested, while fidelity determines how strongly its
result can support a design decision. The available building blocks
span analytical models that evaluate hypothetical hardware in min-
utes with reported end-to-end errors near 4-6% [5, 50], event-driven
serving simulators [1, 8], detailed component simulators [25, 26],
and measurements from prototypes or deployed hardware when
available [24]. Prior work has already combined analytical and
high-fidelity models within one search [40]. A common candidate
schema and metric semantics, coupled with cross-fidelity calibra-
tion and uncertainty, would let the agent screen many candidates
cheaply and promote selected designs to progressively stronger
evaluation without losing comparability. Simthesizer [18] further
shows that a coding agent can extend a simulator and validate the
extension against vLLM-based deployments [23] with under 3%
throughput error. In pathfinding, the search itself would request
such extensions, and validating them when no hardware anchor
exists is an open problem (Section 5).
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4.2 Evidence-Backed Experience and Adaptive
Exploration

State that survives reformulation. Fixed-space optimizers al-
ready accumulate samples, populations, or learned surrogates to
choose later candidates [4, 17, 21, 29]. Their state is indexed by
the parameters and objectives of a fixed formulation, so a newly
introduced mechanism changes the coordinates for which that state
has observations. A score also records how a candidate performed
without preserving the bottleneck, parameter interaction, or vi-
olated assumption that explains the outcome. The agent instead
needs state organized around hypotheses, evidence, and diagnoses,
which stay meaningful as the formulation changes.

Experience as a first-class artifact. The experience store sep-
arates three typed layers: evaluation entries, distilled rules, and
the current search strategy. Each entry binds a hypothesis and
a versioned candidate to the evaluator version that measured it,
the resulting metrics and traces, and the diagnosis drawn from
them. Each rule is a conditional conclusion with an explicit scope,
validation status, and links to the entries that support it. The strat-
egy artifact records the axes, ordering, granularity, and evaluation
budget that currently govern exploration, together with the evi-
dence that motivated those choices. Agent reflection and episodic
memory [41, 45] distill experience into reusable lessons, but those
lessons carry no scope or supporting evidence, so nothing tells the
agent when they stop applying.

Validated rules can prune redundant candidates within one

search loop. Across platforms, retrieved rules serve only as pri-
ors until their conditions are checked and their conclusions are
revalidated on the new platform. Distilled trajectories can improve
later agent performance [47, 51], but transferred rules require reval-
idation before they can prune candidates.
The strategy must also adapt. Conventional adaptive optimiz-
ers can change their sampling distribution within a supplied for-
mulation [16], whereas the agent must also revise which axes
and mechanisms the formulation exposes. Accumulated evidence
may justify coarsening an insensitive axis, searching interacting
knobs jointly, or introducing a new mechanism. Each strategy re-
vision must be versioned with the entries that motivated it so the
architect can audit or override both the decision and its scope.
Feedback-conditioned proposal methods return previous candidates
and scores to the model to improve later proposals [30, 39, 48], but
the space they propose into stays fixed.

4.3 Human-in-the-Loop Pathfinding

Revisable design intent. Because the agent can change the for-
mulation itself, no specification written at launch can anticipate
every objective or constraint that later exploration will need. The
architect must be able to revise objectives, add scoped constraints,
and inject architectural priors while the search runs. The archi-
tect keeps authority over design intent, and the agent does the
implementation, evaluation, and revision [7].

Traceable evidence. When the formulation and evaluator behind a
recommendation have both changed during the search, the architect
needs to inspect its evidence and assumptions, not only the final
design. An explanation generated after the decision is insufficient
because model rationales can differ from the factors that actually
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caused their outputs [42]. The architect should instead be able
to trace every proposed mechanism, pruned region, and strategy
revision to the relevant experience entries, evaluator versions, and
diagnostic artifacts.

Review that scales with revisions. An agent can evaluate far
more candidates than an architect can inspect, so reviewing them
one by one would make the architect the bottleneck that pathfinding
aims to remove. Most candidates, however, are points in a formula-
tion that the architect has already approved. What needs review
is the small set of decisions that change what the loop can explore
or conclude: expanding the formulation, promoting an evaluator
extension, granting a rule the authority to prune, and recommend-
ing a design. There are only as many such decisions as there are
revisions, a small fraction of the candidates evaluated. A pending
review blocks only what it would authorize, so search within the
approved formulation continues in the meantime.

A shared control plane. The experience store provides the shared
state through which the architect specifies, inspects, and intervenes
in exploration. Hard constraints, architectural priors, and distilled
rules remain distinct typed records, so a tentative heuristic cannot
silently acquire the authority of a power limit. The architect can
invalidate a rule, pin an axis, or force exploration of a depriori-
tized region. Each intervention is recorded and affects subsequent
exploration through the same state the agent consumes, without
requiring the search to restart.

5 Open Problems

Section 4 makes evaluator use and extension part of exploration,
so evaluator validity can no longer be treated as an external pre-
condition. Search can exploit error in the existing evaluator, and an
evaluator extension can introduce new error correlated with the
candidate it assesses.

Search amplifies evaluator error. When evaluation is approx-
imate, an optimizer selects candidates by predicted rather than
true performance, and repeated selection favors candidates whose
predictions benefit from model error. The apparently best designs
may therefore be precisely those that require the strongest valida-
tion. Guarding against this requires uncertainty estimates on every
metric, calibration against real hardware where it exists, and re-
evaluation of favored regions at higher fidelity before they support
design conclusions. The open question is how to allocate validation
across fidelities while keeping low-fidelity exploration cheap.
Evaluator extensions require independent validation. Extend-
ing the evaluator can also introduce new error. An agent-written
extension may encode the same misconception as the candidate it
is meant to evaluate, so agreement between the two corroborates
nothing. Simthesizer validates synthesized extensions against de-
ployed systems [18], but candidate hardware often has no deployed
counterpart. Validation must then combine independent checks
such as cross-fidelity agreement, invariants over operations and
bytes moved, held-out measurements, and small prototypes, and
record which checks each extension has passed. The unresolved
problem is deciding when that evidence is sufficient for the exten-
sion to justify pruning or a design recommendation.

Measuring progress. Existing agentic DSE benchmarks such as
ArchEval [44] supply the formulation and the verification criterion,
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so they measure only search within a formulation. A pathfinding
benchmark should instead begin from a formulation that omits a
mechanism known to matter, as a monolithic serving formulation
omits phase disaggregation. Its primary metric is the validated
gain over the best design that the initial formulation can express,
which an agent confined to that formulation can at best match. The
agent time, simulation time, and architect interventions spent to
reach that gain measure its cost, and the gap between predicted
and validated performance shows how far the gain can be trusted.
Because agents may recall such well-known mechanisms from their
training data, benchmarks should favor mechanisms published after
the agent’s training cutoff.

6 Conclusion

Heterogeneous LLM serving weakens the fixed-formulation amorti-
zation on which conventional DSE relies, turning the repeated work
of expressing and evaluating new mechanisms into the bottleneck.
Agent-driven pathfinding brings this work into an outer loop that
constructs executable candidates, diagnoses their behavior from ev-
idence, and revises the formulation when necessary. Realizing this
paradigm requires agent-operable evaluation, evidence-backed ex-
perience, and architect control over the state that drives exploration.
The immediate task is to keep the evolving evaluator trustworthy
by preventing search from amplifying model error and requiring
independent validation for every extension.
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